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Abstract. In compressed sensing and statistical society, dozens of algorithms
have been developed to solve `1 penalized least square regression, but constrained
sparse quadratic optimization (SQO) is still an open problem. In this paper, we
propose backward-forward least angle shrinkage (BF-LAS), which provides a
scheme to solve general SQO including sparse eigenvalue minimization. BF-LAS
starts from the dense solution, iteratively shrinks unimportant variables’ magni-
tudes to zeros in the backward step for minimizing the `1 norm, decreases im-
portant variables’ gradients in the forward step for optimizing the objective, and
projects the solution on the feasible set defined by the constraints. The importance
of a variable is measured by its correlation w.r.t the objective and is updated via
least angle shrinkage (LAS). We show promising performance of BF-LAS on
sparse dimension reduction.

1 Introduction

Various problems can be exactly/approximately solved by optimizing an quadratic func-
tion on given constraints [2][5][6]. Comparing against quadratic optimization (QO),
sparse QO (SQO) brings computational efficiency, robustness and explicit interpreta-
tion to the solution. Thus it is recently preferred in machine learning and statistics,
e.g., dimension reduction[10][8], classification and model selection. SQO imposes an
`1 penalty on a quadratic function:

SQO : min
x∈Q

xT Px + vT x + λ‖x‖1, (1)

where Q is a convex set that defined by given constraints. The `1 penalty is a convex
relaxation of the cardinality penalty, which encourages a sparse solution.

Lasso [7] tackles the `1 penalized least square regression and has been widely ap-
plied to feature selection and sparse signal recovery:

lasso : min
x

‖Ax− b‖22 + λ‖x‖1. (2)

Forward greedy methods, e.g., orthogonal matching pursuit (OMP), are convectional
solutions to (2) by sequentially adding one or more mostly important variables to the
solution. The importance of a variable is usually measured by its correlation w.r.t the
given response. However, forward greedy algorithms cannot always reach the global op-
timum. Least angle regression (LARS) [3] is a path-following algorithm which obtains
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the global optimum of (2). LARS starts from x = 0, sequentially adds one variable to
the support set of x, and updates the solution x to one point satisfying KKT conditions
of (2) with a decreasing λ. The solution of each iteration round is a “warm start” for the
subsequent iteration round. Another flaw of forward greedy algorithms is that they can
never correct mistakes made in earlier steps. FoBa [9] has been developed to correct
these mistakes by adding a backward reduction of variables after forward selections.

However, existing algorithms for sparse least square regression cannot be directly
applied to the SQO with additional constraints. In this paper, we propose backward-
forward least angle shrinkage (BF-LAS) to solve general SQO problems, one represen-
tative of which is the sparse eigenvalue minimization (SEM):

SEM : min
x:‖x‖2=1

xT Px + λ‖x‖1. (3)

The eigenvalue maximization problem can be transformed to (3) by letting P := −P .
SEM has a lot of applications in sparse principal component analysis and sparse cod-
ing. In this paper, we will detail how to solve general SQO by BF-LAS, some parts
will use SEM as an example. In particular, BF-LAS starts from the dense solution (the
last eigenvector for SEM) and then seeks a sparse solution which produces the smallest
shift from the optimum objective (the minimum eigenvalue for SEM) in the feasible
set. The variables are separated into important ones and unimportant ones according to
their correlations w.r.t the objective. BF-LAS iteratively removes the unimportant vari-
ables by shrinking their magnitudes, selects the important variables by decreasing their
gradients, and projects the solution onto the feasible set. The removal of unimportant
variables is called “backward step (removal)” and contributes to the decreasing of the
`1 norm, while the selection of important variables is called “forward step (selection)”
and contributes to the optimization of the objective. The backward step and forward
step are accomplished by least angle shrinkage (LAS), which ensures the optimality of
the solution and constructs the whole solution path.

BF-LAS applies backward-forward greedy search method to the path-following
scheme and thus provides an efficient and effective solution to general SQO. First, BF-
LAS improves the robustness of the solution in small λ situation, because the variables
are removed or selected via path-following strategy rather than purely greedy search.
Second, BF-LAS can tackle the SQO problems with constraints, because when the pro-
jection to the feasible set is applied, the iterative alternation of backward and forward
steps guarantee the minimization of both the `1 penalty and the objective.

2 Preliminary

In this paper, we use lower-case letters, e.g., x, to represent vectors and xi is the ith

entry of x. We use upper-case letters, e.g., X , to represent matrices, Xij is the entry of
the ith row and the jth column of X , Xi· is the ith row of X and X·j is the jth column
of X . Given an index set S, (xS)i = xSi , (XS)ij = XSiSj . Given two index sets A

and B, (XAB)ij = XAiBj . Let A be the complement of set A. We use PQ(x) to mark
the projection of x on the convex set Q. The solution and correlation vector at the kth

iteration step are x(k) and c(k), respectively.
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Definition 1. (Correlation) The correlation of the ith variable in x is marked as ci and
is the gradient of the objective function w.r.t xi. The correlation vector of x in (1) is:

c =
∂f(x)

∂x
= 2Px + v. (4)

So the correlation vector c for SEM (3) is c = 2Px. c describes the variables’ corre-
lations to the objective f(x) = xT Px + vT x. An absolute correlation is the absolute
value of the correlation. Variables with large absolute correlations are important to the
objective optimization, while the ones with small absolute correlations are unimpor-
tant. Therefore, BF-LAS shrinks the unimportant variables’ magnitudes for `1 norm
minimization, because their changes bring slight shift of the objective. BF-LAS shrinks
the important variables’ correlations, because their changes bring large decreasing of
the objective.

Definition 2. (Active Set) In forward/backward step of BF-LAS, important/unimportant
variables are selected sequentially for shrinkage of correlation/magnitude. The active
set A is the set of the selected variables.

Definition 3. (Variable Group) In backward steps of BF-LAS, unimportant variables
are further divided into two subgroups: the variables which magnitudes are shrunk
with the increasing of correlations, i.e., G1, and the variables which magnitudes and
correlations are simultaneously shrunk, i.e., G2. To define G1 and G2, the second order
derivative of the objective f(x) = xT Px + vT x is considered

∂2f(x)
∂x2

i

= 2Pii and sign
(

ci(k)− ci(k − 1)
xi(k)− xi(k − 1)

)
= sign(Pii). (5)

For any i ∈ G1, we have:

sign
( |ci(k)| − |ci(k − 1)|
|xi(k)| − |xi(k − 1)|

)
=

sign(ci)
sign(xi)

· sign
(

ci(k)− ci(k − 1)
xi(k)− xi(k − 1)

)
= −1. (6)

The G2 has a similar result by replacing −1 with 1 on the right hand side of (6). Both
G1 and G2 can then be identified by their signs of coefficients and correlations:

G1 = {i|sign(ci) · sign(xi) · sign(Pii) = −1} , (7)
G2 = {i|sign(ci) · sign(xi) · sign(Pii) = 1} . (8)

The G3 is the set of important variables.

Lemma 1. An x = PQ(y) obtained by BF-LAS is the solution of SQO (1) iff:

|ci:yi 6=0| = λ, (9)
|ci:yi=0| ≤ λ. (10)

If g(x) = f(x) + λ‖x‖1 is the objective function of SQO (1), we have ∂g(y) = 0,
wherein ∂ represents the subgradient. Thus y is the solution of the unconstrained min-
imization with objective g(x). According to the projection theorem [1], x = PQ(y) is
the solution of (1). In BF-LAS, absolute correlations of variables in the active set are
kept equal to each other before projection to satisfy Lemma 1.
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3 Backward-forward least angle shrinkage

BF-LAS starts from the dense solution and iteratively executes backward and forward
steps via least angle shrinkage. In backward steps, unimportant variables in G1 are se-
quentially added to the active set and keep their absolute correlations equally increasing
(with decreasing magnitudes and increasing objective). Afterward, unimportant vari-
ables in G2 are sequentially added to the active and keeps their absolute correlations
equally decreasing (with decreasing magnitudes and objective). In forward steps, vari-
ables in G3 are sequentially added to the active set and keep their absolute correlations
equally decreasing (with decreasing objective). The solution is projected onto the fea-
sible set in the end of each backward or forward step.

We first introduce the least angle shrinkage (use SEM as an example), and then
present the backward-forward iterations. The algorithm of BF-LAS is shown in Algo-
rithm 2.

3.1 Least angle shrinkage

Least angle shrinkage (LAS) is a slight modification of LARS [3] and is used in each
backward/forward step of BF-LAS to build the solution path that satisfies Lemma 1.
It initially obtains the direction of xA along which the correlations |cA| are equal to
each other. Then it proceeds along the direction until either of the following two events
happens: 1) another variable xi outside A reach the same correlation of A, i.e., |ci| =
|cj:j∈A|; and 2) a variable xi is shrunk to zero. When 1) happens, xi will be added to
A; when 2) happens, xi will be removed fromA. The above procedure are iterated until
convergence. We detail it in the following two stages by using SEM as an example.

Stage 1 The direction d is calculated from PA and cA according to Lemma 1. Let
∆c = c(k)− c(k− 1) and ∆x = x(k)− x(k− 1), the change of correlations of active
variables is:

∆cA = 2PA∆xA.

In order to keep the correlations in |∆cA| equal to each other, i.e., |∆cA| = λ · 1, ∆xA
should satisfy:

∆xA = (λ/2)
(
P−1
A sign(∆cA)

)
,

where sign(∆cA) is determined by the definitions of variable groups.

– Since the variables in G1 have decreasing magnitudes, sign(∆xA) = −sign(xA).
According to (6), we have sign(∆cA) = sign(cA) for G1.

– Similar to the above derivations, we have sign(∆cA) = −sign(cA) for G2.
– Since the variables in G3 have decreasing absolute correlations, we have sign(∆cA) =
−sign(cA) for G3.

The direction d is obtained by eliminating the scale λ/2 from ∆xA, i.e.,

dA =
(
P−1
A sign(∆cA)

)
and dA = 0. (11)
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Algorithm 1 Least Angle Shrinkage (LAS)
Initialize: A, x, k = 1.
repeat

Step 1: Compute correlation vector c using (4)
Step 2: Compute direction d using (11)
Step 3: Compute step size α using (14)
Step 4: Update A and x using (15) and (16), k:=k+1

until |f(x(k))− f(x(k − 1))| ≤ ε
Project x to the feasible set, i.e., x = PQ(x(k))
return x

Stage 2 The step size α is calculated from the direction d and the correlation c. In
BF-LAS, the solution proceeds along d until either event 1) or 2) is satisfied. Thus we
compute all the possible step sizes that satisfy event 1) and event 2), and choose the
smallest one as α. We use ĉ to represent the absolute correlation of variables in A, i.e.,
ĉA = |ci:i∈A|, and let ŝ = sign(∆ci:i∈A) · sign(ci:i∈A).

For event 1), let the absolute correlation of an variable in A reach the absolute
correlation of variables in A:

|cj:j∈A + ∆cj:j∈A| = ĉ + αŝ, ∆cA = PAA∆xA = α (PAAdA) . (12)

For event 2), we have
xi:i∈A + αdi:i∈A = 0. (13)

Let dc = 2PAd be the ∆c when ∆x = d. The α can be selected from α1 that satisfies
(12) and α2 that satisfies (13):

α1 = min+

j:j∈A

{ |ĉ| ∓ cj

±dcj − ŝ

}
, α2 = min+

i:i∈ A {−xi/di} , α = min {α1, α2} .

(14)
In the following lines, let ĵ and î be the indices corresponding to α1 and α2, respectively.

The active set A and the solution x are updated according to the direction d and the
step size α:

if α = α1,A = {ĵ} ∪ A; else A = A− {̂i}, (15)
x = x + αd. (16)

At the end of LAS, the solution x is projected onto the feasible set Q defined by
constraints. For SEM problem (3), the projection equals to the normalization of x, i.e.,
x := x/‖x‖2. The LAS algorithm is shown in Algorithm 1.

3.2 Backward-forward iteration

BF-LAS starts from the dense solution x(0), and iterates backward and forward steps
via LAS several times until a q-sparse solution is obtained, i.e.,

card(x) ≤ q. (17)
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Algorithm 2 Backward-forward least angle shrinkage (BF-LAS)
Input: P , v, x(0), q and ε.
Initialize: t = 1, x = x(0).
repeat

//Step 1: Backward removal of G1.
Initialize A using (18) and run LAS in Algorithm 1.
//Step 2: Backward removal of G2.
Initialize A using (19) and run LAS in Algorithm 1.
//Step 3: Forward selection of G3.
Initialize A using (20) and run LAS in Algorithm 1.
t = t + 1.

until card(x) ≤ q
return x.

In each iteration round, BF-LAS separates the variables into G1, G2 and G3 according
to Definition 3, and sequentially executes backward removal of G1, backward removal
of G2 and forward selection of G3.

In the backward removal of G1, the active set A in LAS is initiated as the variable
in G1 with the smallest absolute correlation:

A =
{

arg min
i:i∈G1

{|ci|}
}

. (18)

Then LAS is applied to obtain a sparse x. The absolute correlations of variables in the
active set A are kept equal to each other and gradually increasing, while their magni-
tudes are shrunk. This is a trade-off between the sparsity of the solution and the op-
timization of the objective. BF-LAS shrinks the magnitudes of the variables with the
smallest correlations and thus minimize the shift of the objective.

After the backward removal of G1, BF-LAS switches to the backward removal of
G2. The initialization of A is similar to (18), i.e.,

A =
{

arg min
i:i∈G2

{|ci|}
}

. (19)

Then LAS is applied to obtain a sparse x. The absolute correlations of variables in A
are kept decreasing with shrinking of their magnitudes. Hence the objective and the `1
penalty are simultaneously decreased.

Then BF-LAS switches to the forward selection of G3. We first initialize the active
set A as:

A =
{

arg max
i
{|ci|}

}
. (20)

Then LAS is applied to obtain a sparse x. In the forward step, important variables with
large absolute correlations are sequentially added to A, their absolute correlations are
kept equal and decreasing. Hence the objective is decreased.

The backward and forward steps are iterated for several times to arrive at a preferred
sparse solution. BF-LAS is shown in Algorithm 2.

For SEM (3), The main time cost of running BF-LAS is the matrix inverse compu-
tation P−1

A in (11) with complexity O(p̄3) if PA ∈ Rp̄×p̄. However, BF-LAS adds to
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Fig. 1. First 10 eigenvectors of dimension reduction on human face dataset. Top row: sparse
eigenvectors (480 features) of DLA obtained by BF-LAS. Bottom row: dense eigenvectors (1600
features) of DLA obtained by eigenvalue decomposition.

or removes from A only one variable at each step, and thus there are only one column
and one row are added to or removed from PA. Therefore, we can accelerate this ma-
trix inverse computation by using block matrix inverse formula. The time complexity
of BF-LAS iteration is thus reduced toO(p̄2 + 5p̄). Hence BF-LAS is much faster than
the SDP relaxation for (3) including Sparse PCA, whose complexity is about O(p3) by
using fast SDP algorithms.

4 Experiments

In this section, we apply BF-LAS to sparse dimension which is an SEM problem. BF-
LAS is compared against existing algorithm.

4.1 Sparse dimension reduction
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Fig. 2. Recognition rate vs. Dimension. BF-LAS based sparse DLA (only 30% features are se-
lected) achieves better performance than dense DLA.

Dimension reduction plays an important role in statistical data analysis, and eigen-
value decomposition can solve many dimension reduction algorithms, e.g., principal
component analysis and discriminative locality alignment (DLA) [8]. DLA achieves
top level performance, because it preserves the local geometry of intraclass samples,
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(a) Variable coefficient shrinkage.
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(b) Variable correlation shrinkage.

Fig. 3. Solution paths of G1 (a) and correlation paths of G3 (b) in backward steps in BFLAS

maximizes the margin defined by intrerclass samples, and has no small sample size
problem.

Taking DLA as an example, we apply BF-LAS to obtain its sparse projection matrix
for face recognition. We compare the sparse project matrix against the dense projection
matrix obtained by eigenvalue decomposition on the FERET dataset [4]. The original
dataset consists of 13, 539 face images from 1, 565 individuals. The images vary in size,
gender, pose, illumination, facial expression and age. In this paper, we randomly select
100 individuals, each of which has 7 images, 5 for training and the other 2 for test.

Figure 1 shows the first 10 eigenvectors of DLA and BF-LAS based sparse DLA.
BF-LAS selects 480 features from the original 1600 ones (every face is a 40 × 40 im-
age). Important areas, e.g., eyes, eyebrows, cheekbone, nose, mouth and face contour,
are correctly selected and can be well interpreted as the important features to distinct
different persons. Figure 2 presents the recognition rate versus the feature dimension
(that changes from 1 to 30) obtained by using BF-LAS and eigenvalue decomposition.
BF-LAS is superior to DLA even when only 30% features are selected. This is because
BF-LAS is able to select critical features and eliminate noisy ones for subsequent clas-
sification.

Figure 3(a) shows the change of absolute coefficients of 10 G1 variables in back-
ward steps of G1. The solution paths indicate that unimportant variables are selected
sequentially and shrunk to zeros rapidly. This is consistent with our analyses. Figure
3(b) shows the change of absolute correlations of 10 G3 variables in forward steps of
G3. In BF-LAS, the absolute correlations of important variables should be shrunk to an
identical value in forward steps. In Figure 3(b), however, variables are separated into
two groups and their absolute correlations are shrunk to two different values. This is
because variable coefficients of the group with larger absolute correlations are nonzero
and thus their correlations should satisfy (9) in Lemma 1, while the coefficients of vari-
ables in the other group are shrunk to zeros and they have lower absolute correlations
according to (10).
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5 Conclusion

In this paper, we propose backward-forward least angle shrinkage (BF-LAS) to solve
sparse quadratic optimization (SQO) problems with different constraints. BF-LAS is a
backward-forward path-following algorithm. It starts from the dense solution, shrinks
unimportant variables towards zeros along the backward path, and decreases the gradi-
ents of the important variables along the forward path. Backward-forward steps are iter-
ated by using least angle shrinkage. It induces sparsity to the solution by using variable
magnitude shrinkage, and simultaneously minimizes the objective by using variable
correlation shrinkage. Comparing with the existing `1 penalized least square regression
algorithms, the proposed BF-LAS can handle general SQO problems including both
sparse eigenvalue minimization and lasso. Experimental results of sparse dimension
reduction and model selection suggest the effectiveness of BF-LAS.
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